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compute their coordinates using a variation of the mapping method 
that requires only local topological information (see  Supplementary 
Methods) . In  Figure 7a,  we show the performance of greedy for-
warding in the resulting maps at each time step, and observe only 
minor performance degradation, even over long time scales. In a 
nutshell, the existing AS coordinates are essentially static, as once 
computed they can stay the same for years. 

 Existing Internet topology measurements including the Archi-
pelago data 19  are known to be incomplete and miss some AS 
links 28,29 . Th erefore, a natural question is how this missing informa-
tion aff ects the quality of the constructed map, and the performance 
of greedy forwarding in it. Intuitively, as the performance of greedy 
forwarding is robust with respect to link removals, we might expect 
it to be robust with respect to missing links as well. Moreover, if the 
constructed map is used in practice, then greedy forwarding will 
see and use those links that topology measurements do not see. We 
might thus also intuitively expect greedy forwarding to perform bet-
ter in practice than we report in this section, simply because those 
missing links, when used by greedy forwarding, would provide 

additional shortcuts between potentially remote ASs. We confi rm 
this intuition in  Figure 7b  with experiments emulating the missing 
link issue. Th e success ratio degrades only slowly as a function of the 
fraction of missing links, whereas if we add the emulated missing 
links back, then the success ratio increases as expected. Th erefore, 
the routing results reported here should actually be considered as 
lower bounds for greedy routing performance that can be achieved 
in practice using the constructed hyperbolic Internet map.    

 Discussion 
 We have constructed a hyperbolic map of the Internet, and release this 
map as part of the  Supplementary Data set . Th e map can be used for 
essentially infi nitely scalable Internet routing. Th e amount of rout-
ing information that ASs must maintain is proportional to the AS 
degree, which is theoretically best possible as ASs must always keep 
some information about their neighbours. Routing communication 
overheads are also minimized, as ASs do not exchange any rout-
ing information on dynamic changes of the AS topology. Th e pre-
sented solution thus achieves routing effi  ciency that is theoretically 

    Figure 3    |         Hyperbolic atlas of the Internet. The Internet ’ s hyperbolic map is similar to a synthetic Einsteinian network in  Figure 2 . The size of AS nodes is 
proportional to the logarithm of their degrees. For the sake of clarity, only ASs with a degree above 3 and only the connections with probability  p ( x )    >    0.5 
given by Equation (4) of the Methods section are shown. The font size of the country names is proportional to the logarithm of the number of ASs that 
the country has. Only the names of countries with more than 10 ASs are included. The methods used to map ASs to their countries are described in 
 Supplementary Methods .  
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Patterns of human activity

Barabasi, Nature (2005)

 Classical models based in Poisson process 
are contradicted by empirical observations:

 Which is the distribution P(τ) of time 
gaps τ between two consecutive events? Human activities follow 

a bursty behavior

well approximated by Poisson processes1–3. In contrast, there
is increasing evidence that the timing of many human
activities, ranging from communication to entertainment and
work patterns, follow non-Poisson statistics, characterized by
bursts of rapidly occurring events separated by long periods of
inactivity4–8. Here I show that the bursty nature of human
behaviour is a consequence of a decision-based queuing
process9,10: when individuals execute tasks based on some per-
ceived priority, the timing of the tasks will be heavy tailed, with
most tasks being rapidly executed, whereas a few experience very
long waiting times. In contrast, random or priority blind
execution is well approximated by uniform inter-event statistics.
These finding have important implications, ranging from
resource management to service allocation, in both communi-
cations and retail.
Humans participate on a daily basis in a large number of distinct

activities, ranging from electronic communication (such as sending
e-mails or making telephone calls) to browsing the Internet,
initiating financial transactions, or engaging in entertainment and
sports. Given the number of factors that determine the timing of
each action, ranging from work and sleep patterns to resource
availability, it seems impossible to seek regularities in human
dynamics, apart from the obvious daily and seasonal periodicities.
Therefore, in contrast with the accurate predictive tools common in

physical sciences, forecasting human and social patterns remains a
difficult and often elusive goal.

Current models of human activity are based on Poisson pro-
cesses, and assume that in a dt time interval an individual (agent)
engages in a specific action with probability qdt, where q is the
overall frequency of themonitored activity. This model predicts that
the time interval between two consecutive actions by the same
individual, called the waiting or inter-event time, follows an
exponential distribution (Fig. 1a–c)1. Poisson processes are widely
used to quantify the consequences of human actions, such as
modelling traffic flow patterns or accident frequencies1, and are
commercially used in call centre staffing2, inventory control3, or to
estimate the number of congestion-caused blocked calls in calls in
mobile communication4. Yet, an increasing number of recent
measurements indicate that the timing of many human actions
systematically deviates from the Poisson prediction, the waiting or
inter-event times being better approximated by a heavy tailed or
Pareto distribution (Fig. 1d–f). The differences between Poisson
and heavy-tailed behaviour are striking: a Poisson distribution
decreases exponentially, forcing the consecutive events to follow
each other at relatively regular time intervals and forbidding very
long waiting times. In contrast, the slowly decaying, heavy-tailed
processes allow for very long periods of inactivity that separate
bursts of intensive activity (Fig. 1).

Figure 1 The difference between the activity patterns predicted by a Poisson process and
the heavy-tailed distributions observed in human dynamics. a, Succession of events
predicted by a Poisson process, which assumes that in any moment an event takes place

with probability q. The horizontal axis denotes time, each vertical line corresponding to an

individual event. Note that the inter-event times are comparable to each other, long

delays being virtually absent. b, The absence of long delays is visible on the plot showing
the delay times t for 1,000 consecutive events, the size of each vertical line

corresponding to the gaps seen in a. c, The probability of finding exactly n events within a
fixed time interval is P(n; q) ¼ e 2qt(qt )n/n!, which predicts that for a Poisson process the

inter-event time distribution follows P(t) ¼ qe 2qt, shown on a log-linear plot in c for the

events displayed in a, b. d, The succession of events for a heavy-tailed distribution.
e, The waiting time t of 1,000 consecutive events, where the mean event time was
chosen to coincide with the mean event time of the Poisson process shown in a–c. Note
the large spikes in the plot, corresponding to very long delay times. b and e have the same
vertical scale, allowing the comparison of the regularity of a Poisson process with the

intermittent nature of the heavy-tailed process. f, Delay time distribution P(t) . t 22 for

the heavy-tailed process shown in d, e, appearing as a straight line with slope22 on a

log–log plot. The signal shown in d–f was generated using g ¼ 1 in the stochastic

priority list model discussed in the Supplementary Information.
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Darwin and Einstein correspondence patterns
These scientists prioritized their replies to letters in the same way that people rate their e-mails today.

In an era when letters were the main means of
exchanging scientific ideas and results, Charles
Darwin (1809–82) and Albert Einstein (1879–
1955) were notably prolific correspondents.
But did their patterns of communication differ
from those associated with the instant-access 
e-mail of modern times? Here we show that,
although the means have changed, the com-
munication dynamics have not: Darwin’s and
Einstein’s patterns of correspondence and
today’s electronic exchanges follow the same
scaling laws. However, the response times of
their surface-mail communication is described
by a different scaling exponent from e-mail
communication, providing evidence for a new
class of phenomena in human dynamics.

During their lifetimes, Darwin sent at least
7,591 letters and received 6,530; Einstein sent
more than 14,500 and received more than
16,200. We start from a record containing the
sender, recipient and the date of each letter1,2

sent or received by the two scientists. Their 
correspondence exploded after their rise to
fame, and reached a highly fluctuating pattern
afterwards (Fig. 1a). Although, on average, they
wrote 0.59 (Darwin) and 1.02 (Einstein) letters
a day during the last 30 years of their lives, these

averages hide significant daily fluctuations. For
example, Darwin wrote 12 letters on New
Year’s Day in 1874 and Einstein received 120
letters on 14 March 1949, his 70th birthday.

The response time, !, represents the time
interval between the date a letter was received
and the date that the reply was sent. As shown
in Fig. 1b,c, the probability that a letter will be
replied to in ! days is well approximated by a
power law, P(!)"!#$, where $%3/2. The fact
that the scaling spans close to four orders of
magnitude, from days to years, indicates that
most responses (53% for Einstein, 63% for
Darwin) were sent within less than ten days. 

In some cases, however, the correspondence
was stalled for months or years. Some of these
represent long breaks in the correspondence
and a few are a consequence of missing letters.
Others, however, correspond to genuine
delays, like Einstein’s response on 14 October
1921 to Ralph De Laer Kronig’s letter of
26 September 1920, which starts with: “In the
course of eating myself through a mountain of
correspondence I find your interesting letter
from September of last year.” 

To understand the origin of the observed
scaling behaviour, we have to realize that,

given the wide range of response
times, both Darwin and Einstein
must have prioritized correspon-
dence in need of a response. Thus,
a simple model of their correspon-
dence assumes that letters arrive at
a rate & and are answered at a rate
'. Each letter is assigned a priority,
with high-priority letters being
answered soon after their arrival,
and others having to wait. 

The waiting-time distribution 
of this simple model3 follows4

P(!)"!#3/2exp(#!/!0), which pre-
dicts a power-law waiting time for
the critical regime &%', when
!0%(. Given that Darwin and
Einstein answered only a fraction
of letters they received (their over-
all response rate being 0.32 and
0.24, respectively), we have &)'.
This places the model in the super-
critical regime, where a finite frac-
tion of letters are never answered.
Numerical simulations (see sup-
plementary information) indicate
that in this supercritical regime the
waiting-time distribution of the

responded letters also follows a power law with
exponent $%3/2, which is different from the
$%1 obtained for e-mail communications5.
Therefore, although the response times in 
e-mail and mail communications follow the
same scaling law, they belong to different uni-
versality classes.

The correspondence patterns of Einstein
and Darwin are examples of well mapped pat-
terns of human interaction, but are also of his-
torical interest. Their timely responses to most
letters show that they were both aware of the
importance of this intellectual intercourse.
Occasional delays were not always without
consequence. For example, on 14 October
1921 Einstein returned to a correspondence
with Theodor Kaluza that he had left off two
years earlier, when he discouraged Kaluza
from publishing one of his papers: having sec-
ond thoughts, he recommended that the paper
be submitted. Encouraged by this, Kaluza pub-
lished his famous paper on five-dimensional
unified field theory6, a key component of
today’s string theory. Would it have changed
the course of science if Einstein had not
wavered for two years? We shall never know.
But our results indicate that Darwin’s and Ein-
stein’s late responses or resumed correspon-
dences are not singularities or exceptions: they
are part of a universal scaling law7, represent-
ing a fundamental pattern of human dynamics
that the famous are no better at escaping than
the less distinguished.
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Figure 1 | The correspondence patterns of Darwin and Einstein.
a, Historical record of the number of letters sent (Darwin,
black; Einstein, green) and received (Darwin, red; Einstein,
blue) each year by the two scientists1,2. An anomalous drop in
Einstein’s correspondence marks the Second World War period
(1939–45, boxed). Arrows, birth dates of Darwin (left) and
Einstein (right). b, c, Distribution of response times to letters
by Darwin and Einstein, respectively. Note that both
distributions are well approximated with a power-law tail that
has an exponent $%3/2, the best fit over the whole data for
Darwin giving $%1.45*0.1 and for Einstein $%1.47*0.1.
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where g(x) is a scaling function and x = tR(S) is a scaling
variable. Fig. 2 shows the results of rescaling the different
curves in Fig. 1 by their average rate. We see that the
scaling ansatz of Eq. 3 appears to hold over a wide range,
about seven orders of magnitude in the scaling variable.
This indicates that the same scale invariant dynamics
operates when users send requests of any size. The slight
deviation from data collapse at short times is due to the
finite temporal resolution of our data (one second). There
is an additional deviation due to the diurnal period. The
scaling function g is close to a log-normal distribution:

g(x) =
1√

2πσx
exp(−

(ln(x) − m)2

2σ2
) (4)

with m = −3.41 ± 0.07 and σ = 2.16 ± 0.04, as also
shown in Fig. 2. This feature is also found in numerical
simulations of a stochastic process described later.

The inter-arrival times for all users do not necessarily
give a good estimate for the times that pass between
subsequent requests issued by a single user. To this end
we study the inter-arrival times tui for each user u printing
more than three documents over the one year period. In
the discussion below we set the threshold S = 0.

tui = T u
i+1 − T u

i , where 0 ≤ i ≤ Nu. (5)

Each user’s list of inter-arrival times is concatenated to
determine the probability Pind(t) of single user inter-
arrival times, shown in Fig. 3. This distribution is
approximately a power law over several decades rang-
ing from one minute to about a day, with an exponent
α ≈ 1.3. We also analyze the inter-arrival times for
the busiest single user, which is similar. For compari-
son we show in Fig. 3 an exponential distribution for a
Poisson event process that has the same average rate,
λ = 3.4 × 10−5/sec, as the process of the busiest single
user. A critical system with a power-law distribution of
intervals is a more accurate description of the data than
a Poisson model of print requests.

To decide if inter-arrival times are correlated, we mea-
sured the auto correlation function of waiting times for
single users. The autocorrelation au(τ) at lag step τ is
defined as

au(τ) =
1

Nu − τ

Nu−τ!

i=1

su
i su

i+τ (6)

where su
i = tui − 1

Nu

"Nu

j=1 tuj . If the inter-arrival times
are uncorrelated and independent, the arrival process of
individual requests to print can be modeled as a fractal
renewal process [30, 31]. Analyzing data separately for
the three most busy users, we find that the auto cor-
relation function decays as 1/τδ with δ ≈ 0.6. When
the order of the inter-arrival times for an individual user
are shuffled randomly this power law disappears, and the
waiting times become uncorrelated, with au(τ) indepen-
dent of τ for τ ≥ 1. The sequence of inter-arrival times
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FIG. 3: Single user inter-arrival time distribution, averaged
over all users and for the single busiest user. The solid,
straight line indicates a power law distribution, Pind(t) ∼ t

−α

with α = 1.3. For comparison, an exponential distribution
with the same rate as the busiest user is shown as a dashed
curve.

for individual users are correlated over the entire time
span of our data set.

Our data shows that models of criticality are relevant
for describing individual human behavior in the mod-
ern information network. Lacking, at present, a micro-
scopic dynamical model, we compare our observations
with results from a simple stochastic process. Consider
N arrival streams of print requests. In each stream, time
intervals between subsequent requests are independent
random variables chosen from a truncated Pareto distri-
bution. We neglect correlations between intervals. All
intervals have the same probability distribution

Pind(x) =
1

C
kx−1−k where 1 ≤ a ≤ x ≤ b (7)

where a and b are the points where the Pareto distri-
bution is truncated and C is a normalization constant.
We choose the parameter k = 0.3 motivated by the re-
sults in Fig. 3. The short time cut-off a = 2.5 sec
is set to reflect the fact that in some application users
must wait before a subsequent print job can be sent off.
Most students leave after at most 8 years, so b = 8 years
appears to be a reasonable choice. Generating approxi-
mately 73,000 requests in a year fixes the number of users
close to N = 1000.

At the start of the numerical simulation we schedule an
arrival event for each stream according to Eq. 7. Upon
each arrival, the next arrival time is scheduled using the
same distribution. The system takes about 5 years with
the above parameters to reach a statistically stationary
state. As shown in Fig. 2, the inter arrival times mea-
sured in the simulation compare fairly well with the real
data. However the real data has significantly larger vari-
ance.

Printing requests 

majority of visits !28%" take place within the first day, de-
caying to only 7% on the second day, and reaching a small
but apparently constant visitation beyond four days #Fig
3!a"$. Given that after a day or two most news is archived,
the long-term saturation of visitation corresponds to direct
search or traffic from outside links.

To understand the origin of the observed decay in visita-
tion, we assume that the portal has N users, each reading the
news document of direct interest for him/her. Therefore, at
every time step each user reads a given document with prob-
ability p. Users will not read the same news more than once;
therefore the number of users who have not read a given
document decreases with time. We can calculate the time
dependence of the number of potential readers to a news
document using

dN!t"
dt

= − N!t"p !1"

where N!t" is the number of visitors who have not read the
selected news document by time t. Equation !1" predicts that
the number of visits !n" in unit time is given by

n!t" = −
dN
dt

= Np exp!− tp" . !2"

Our measurements indicate, however, that in contrast with
this exponential prediction the visitation does not decay ex-
ponentially, but its asymptotic behavior is best approximated
by a power law #Fig. 3!c"$

n!t" % t−! !3"

with !=0.3±0.1, so that while the bulk of the visits takes
place at small t, a considerable number of visits are recorded
well beyond the document’s release time.

Next we show that the failure of the exponential model is
rooted in the uneven browsing patterns of the individual us-
ers. Indeed, Eqs. !1" and !2" are valid only if the users visit
the site in regular fashion such that they all notice almost
instantaneously a newly added news document. In contrast,
we find that the time interval between consecutive HTML
requests by the same visitor is not uniform, but follows a
power-law distribution P!""%"−#, with #=1.2±0.1
#Fig 4!a"$. This means that for each user numerous frequent
downloads are followed by long periods of inactivity, a
bursting, non-Poisson activity pattern that is a generic feature
of human behavior #27,30$ and is observed in many natural
and human-driven dynamical processes #28–39$. In the fol-
lowing we show that this uneven user visitation pattern is
responsible for the slow decay in the visitation of a news
document and that n!t" can be derived from the browsing
pattern of the individual users.

Let us assume that a given news document was released at
time t0 and that all users visiting the main page after the
release read that news. Because each user reads each docu-
ment only once, the visitation of a given document is deter-
mined by the number of new users visiting the page where
the document is featured.

In Fig. 5 we show the browsing pattern for four different
users, each vertical line representing a separate visit to the
main page. The thick lines show for each user the first time
they visit the main page after the studied news document
was released at t0. The release time of the news !t0" divides
the time interval " into two consecutive visits of length t!
and t, where t+ t!=". The probability that a user visits at time
t after the news was released is proportional to the number of
possible " intervals, which for a given t is proportional to the
possible values of t! given by the number of intervals having
a length larger than t. For a user characterized by a power-
law waiting time distribution of exponent a and a minimum
time resolution of tl, the probability of finding a " interval
having a length larger than t is

FIG. 3. !Color online" !a" The visitation pattern of news docu-
ments on a web portal. The data represent an average over 3908
news documents, the release time of each being shifted to day one,
keeping the release hour unchanged. The first peak indicates that
most visits take place on the release day, rapidly decaying after-
ward. !b" The same as !a", but to reduce the daily fluctuations we
define the time unit as one web page request on the portal. !c"
Logarithmic binned decay of visitation of !b" shown in a log-log
plot, indicating that the visitation follows n!t"%!t+ t0"−!, with
t0=12 and !=0.3±0.1 shown as a continuous line on both !b"
and !c".

FIG. 4. !a" The distribution of time intervals between two con-
secutive visits of users. The cutoff for high " !"&106" captures
finite-size effects, as time delays over a week are undercounted in
the month-long data set. The continuous line has slope #=1.2. !b"
The half-time distribution for individual news items, following a
power law with exponent −1.5±0.1.
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To provide direct evidence for non-Poisson activity patterns in
individual human behaviour, I study the communication between
several thousand e-mail users based on a data set capturing the
sender, recipient, time and size of each e-mail11–12. As Fig. 2a shows,
the distribution of the time differences between consecutive e-mails
sent by a selected user is best approximated with P(t) < t2a, where
a . 1, indicating that an individual’s e-mail pattern has a bursty
non-Poisson character: during a single session a user sends several
e-mails in quick succession, followed by long periods of no e-mail
activity. This behaviour is not limited to e-mail communications.
Measurements capturing the distribution of the time differences
between consecutive instant messages sent by individuals during
online discussions5 show a similar pattern. Professional tasks,
such as the timing of job submissions on a supercomputer6,
directory listing and file transfers (FTP request) initiated by
individual users7, or the timing of printing jobs submitted by
users13 were also reported to display non-Poisson features. Similar
patterns emerge in economic transactions, describing the time
interval distributions between individual trades in currency
futures8. Finally, heavy-tailed distributions characterize entertain-
ment-related events, such as the time intervals between consecu-

tive online games played by the same user14.
The fact that a wide range of human activity patterns follow non-

Poisson statistics suggests that the observed bursty character reflects
some fundamental and potentially generic feature of human
dynamics. Yet, the mechanism responsible for these marked non-
random features remains unknown. Here, I show that the bursty
nature of human dynamics is a consequence of a queuing process
driven by human decision making: whenever an individual is
presented with multiple tasks and chooses among them based on
some perceived priority parameter, the waiting time of the various
tasks will follow a Pareto distribution. In contrast, first-come-first-
serve and random task execution, common inmost service-oriented
or computer-driven environments, lead to uniform Poisson-like
dynamics.
Most human-initiated events require an individual to assess and

prioritize different activities. Indeed, at the end of each activity an
individual needs to decide what to do next—for example send an e-
mail, do some shopping, or make a telephone call—allocating time
and resources for the chosen activity. Consider an agent operating
with a priority list of L tasks. After a task is executed, it is removed
from the list, offering the opportunity to add another task. The
agent assigns to each task a priority parameter x, which allows it to
compare the urgency of the different tasks on the list. The question
is, how long will a given task have to wait before it is executed. The
answer depends on the method the agent uses to choose the task to
be executed next. In this respect three selection protocols10 are
particularly relevant for human dynamics.
(i) The simplest selection rule is the first-in-first-out protocol,

executing the tasks in the order that they were added to the list. This
is common in service-oriented process, such as the first-come-first-
serve execution of orders in a restaurant or getting help from
directory assistance and consumer support. The time period an
item stays on the list before execution is determined by the
cumulative time required to perform all tasks added to the list
before it. If the time necessary to perform the individual tasks are
chosen from a bounded distribution (that is, the second moment of
the distribution is finite), then the waiting time distribution will
develop an exponential tail, indicating that most tasks experience
approximately the same waiting time.
(ii) The second possibility is to execute the tasks in a random

order, irrespective of their priority or time spent on the list. This is
common, for example, in educational settings, when students are
called on randomly, and in some packet routing protocols in
Internet communications. The waiting time distribution of the
individual tasks (that is, the time between two calls on the same
student) in this case is also exponential.
(iii) In most human-initiated activities task selection is not

random, but the individual executes the highest-priority item on
its list. The resulting execution dynamics is quite different from the
first (i) and second (ii) selection protocols: high-priority tasks will
be executed soon after their addition to the list, whereas low-
priority items will have to wait until all higher-priority tasks are
cleared, forcing them to stay on the list for considerable time
intervals. Below, I show that this selection mechanism, practiced
by humans on a daily basis, is the probable source of the fat tails
observed in human-initiated processes.
I assume that an individual has a priority list with L tasks, each

task being assigned a priority parameter x i, where i ¼ 1, …, L,
chosen from a r(x) distribution. At each time step the agent selects
the highest-priority task from the list and executes it, removing it
from the list. At that moment a new task is added to the list, its
priority x i being again chosen from r(x). This simple model ignores
the possibility that the agent occasionally selects a low-priority item
for execution before all higher-priority items are done—common,
for example, for tasks with deadlines. This can be incorporated by
assuming that the agent executes the highest-priority item with
probability p, and with probability 1 2 p executes a randomly

Figure 2 Heavy-tailed activity patterns in e-mail communications. a, The distribution of
the time intervals between consecutive e-mails sent by a single user over a three-month

time interval, indicating that P(t) < t 21 (the solid line in the log–log plot has slope21).

Although the exponent differs slightly from user to user, it is typically centred around

a ¼ 1. b, The distribution of the time taken by the user to reply to a received message. To
determine t w we recorded the time the user received an e-mail from a specific user, and

the time it sent a response to that user, the difference between the two providing t w. For

consistency the figure shows the data for the user whose inter-event time distribution is

shown in a. The solid line in the log–log plot has slope21. c, A scatter plot showing the
waiting time t w and the size for each e-mail responded to by the user discussed in a, b,
indicating that the file size and response time do not correlate. d, Scatter plot showing the
number of e-mails received and sent by 3,188 users during a three-month interval. Each

point corresponds to a different user, indicating that there are significant differences

between the number of received and responded e-mails. The dashed line corresponds to

n in ¼ n out, capturing the case when the classical queuing models also predict a power

law waiting time distribution (see Supplementary Information), albeit with exponent

a ¼ 3/2.
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epidemic compartmental model1,2,44,45. In this model, infected
individuals can propagate the disease to healthy neighbors with
probability l, while infected individuals recover with rate m and
become susceptible again. In an homogenous population the
behavior of the epidemics is controlled by the reproductive
number R0 5 b/m, where b 5 lÆkæ is the per capita spreading rate
that takes into account the rate of contacts of each individual. The
reproductive number identifies the average number of secondary
cases generated by a primary case in an entirely susceptible
population and defines the epidemic threshold such that only if R0
. 1 can epidemics reach an endemic state and spread into a closed
population. In the past few years the inclusion of complex
connectivity networks and mobility schemes into the substrate of
spreading processes contagion, diffusion, transfer, etc. has
highlighted new and interesting results46–50. Several results states
that the epidemic threshold depends on the topological properties
of the networks. In particular, for networks characterized by a fix,
quenched topology the threshold is given by the principal eigenvalue
of the adjacency matrix48,49. Instead, for annealed network, cha-
racterized by a topology defined just on average because the
connectivity patterns has a dynamic extremely fast with respect to
the dynamical process, heterogeneous mean-field approaches2,6

predict an epidemic threshold that is inversely proportional to the
secondmoment of the network’s degree distribution: b/m. Ækæ2/Æk2æ.
However, these results do not apply to the case in which the time
variation of the connectivity pattern is occurring on the same time
scale of the dynamical process. Our model presents simple evidence
of this problem, as a disease with a small value of m21 (the infectious
period characteristic time) will have time to explore the fully-
integrated network, but will not spread on the dynamic

instantaneous networks whose union defines the integrated
one30,31,43,51. In Fig. 4-B we plot the results of numerical simulations
of the SIS model on a network generated according to our model and
on two time-aggregated network instances. We observe that the two
aggregated networks lead to misleading results in both the threshold
and the epidemic magnitude as a function of b/m. Even if the
epidemic threshold discounts the different average degree of the
networks in the factor b 5 lÆkæ, the two aggregated instances
consider all edges as always available to carry the contagion
process, disregarding the fact that the edges may be active or not
according to a specific time sequence defined by the agents’ activity.
The above finding can be more precisely quantified by calculating

analytically the epidemic threshold in activity driven networks with-
out relying on any time aggregated view of the network connectivity.
By working with activity rates we can derive epidemic evolution
equation in which the spreading process and the network dynamics
are coupled together. Let us assume a distribution of activity poten-
tial x of nodes given by a general distribution F(x) as before. At a
mean-field level, the epidemic process will be characterized by the
number of infected individuals in the class of activity rate a, at time t,
namely Ita. The number of infected individuals of class a at time t1
Dt given by:

ItzDt
a ~{mDtItazItaz

lm Nt
a{Ita

! "
aDt

ð
da’

Ita’
N
zlm Nt

a{Ita
! " ð

da’
Ita’a’Dt
N

, ð3Þ

whereNa is the total number of individuals with activity a. In Eq. (3),
the third term on the right side takes into account the probability that
a susceptible of class a is active and acquires the infection getting a

Figure 2 | Cumulative distribution of the activity potential, FC(x), empirically measured by using four different time windows and a schematic
representation of the proposed networkmodel. In particular, in panel (A) we show the cumulative distributions of the observables x for Twitter, in panel
(B) for IMDb, and in panel (C) for PRL. In panel (D) we show a schematic representation of the model. Considering just 13 nodes andm5 3, we plot a
visualization of the resulting networks for 3 different time steps. The red nodes represent the firing/active nodes. The final visualization represents the
network after integration over all time steps.
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Empirical Data of Social Dynamics

Records of face-to-face interactions

distinct persons. In other words, if A starts a contact with B at time
tAB, and then starts a different contact with C at tAC, the inter-
contact interval is defined as tAC - tAB. Measuring this quantity is
relevant for the study of causal processes (concurrency) that can
occur on the dynamical contact network, such as for example
information diffusion or epidemic spreading. The inter-contact
intervals determine the timescale after which an individual
receiving some information or disease is able to propagate it to
another individual. Thus, the interplay between this timescale and
the typical timescales of the spreading processes is crucial to
diffusion processes. The probability distributions of inter-contact
events show a broad tail across the three deployments, signaling
the absence of a characteristic timescale (see panel C of Figure 2).
Strikingly, and in contrast with the distributions of pair-wise
contact durations, these distributions expose differences between
deployments. In particular, the distribution of inter-contact
intervals turns out to be broader when short detection ranges

are considered (ISI and SFHH). In the context of spreading
processes this would imply that various ranges of possible
contamination would correspond to different distributions of times
between successive spreading events.
The combination of high resolution and scalability we achieved

allows us to address the crucial problem of the robustness of the
observed distributions. In Figures 3A, S2, S3, we show that the
same distributions are obtained not only across deployments, but
also within a single deployment, across different intervals of time
(from a few hours, to one full day, to the event as a whole).
Figure 3A also displays distributions of contact durations of
individual tags, showing that the observed heterogeneity of contact
durations in the population is present also at the individual level.
Moreover, in experiments involving the tracking of individuals’

behavior, technical difficulties and human factors can both act as
sources of data incompleteness. Participation is voluntary and not
all individuals agree to have their contacts tracked. People who

Figure 1. RFID sensor system and system deployments. A) Schematic illustration of the RFID sensor system. RFID tags are worn as badges by
the individuals participating to the deployments. A face-to-face contact is detected when two persons are close and facing each other. The
interaction signal is then sent to the antenna. B)C)D) Activity pattern measured in terms of the number of tagged individuals as a function of time in
the three deployments: B) ISI refers to the deployment in the offices of the ISI foundation in Turin, Italy, with 25 participants; C) 25C3 to the 25th Chaos
Communication Congress in Berlin, Germany, with 575 participants, and D) SFHH to the congress of the Société Française d’Hygiène Hospitalière,
Nice, France, with 405 participants. Dashed vertical lines indicate the beginning and end of each day. Typical daily rhythms are observed in the office
and conference settings. The ISI deployment allows us to recover the weekly pattern signaled by the absence of activity on the day of Sunday (the
number of persons larger than zero at night indicates the tags left in the offices, easily recognizable from the flat behavior).
doi:10.1371/journal.pone.0011596.g001
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Gathering data:
The SocioPatterns project

what are the statistical and dynamical properties
of the networks of contact and co-presence 
of people in social interaction?

fine-grained spatial (~ m) and temporal (<min) resolution

Empirical data with fine-grained 
spatial (~ 1-2m) and temporal 
( ~ 20 sec.) resolution

From face-to-face interactions to 
dynamical networks
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A Model of Social Interactions
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• Whenever 2 agents intercept within a distance d, they start to interact

• N agents performs a biased random walk in a 2D space

Phys. Rev. Lett. 110 168701 (2013)
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• Agents can be in a active (move and interact) or 	

   inactive (not moving neither interacting) state

• From time to time, agents jump from active to inactive state 	
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Phys. Rev. Lett. 110 168701 (2013)



pi(t) = 1� max

j2Ni(t)
aj

ai 2 [0, 1[

A Model of Social Interactions
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• Each agent i is characterized by his attractiveness    

• At each time step t  each i agent moves with prob. 

You decide if keep interacting depending on 	

the attractiveness of your most interesting peer

Phys. Rev. Lett. 110 168701 (2013)



ri

1� ri

A Model of Social Interactions

0.8

d
0.3

p=0.4

0.1

0.6

d

• Interactions are ruled by the attractiveness of the agents    

0.8

d
0.3

p=0.4

0.1

0.6

d

0.8

d
0.3

p=0.4

0.1

0.6

d

Inactive Active

• Agents can be in a active or inactive state                

• N agents performs a biased random walk in a 2D space

Simple but very realistic assumptions, 	

reproducing experimental setting

Phys. Rev. Lett. 110 168701 (2013)
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• Tendency of an agent to interact with new peers 
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Group dynamics
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• Whenever 2 agents intercept within a distance d, they start to interact

• N agents performs a biased random walk in a 2D space
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   a group of size s

Big groups are less stable in data, 
at odds with model behavior!
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•  Shortest and fastest time-respecting path length

System size of 
data and model 
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Diffusive Processes on Temporal Networks: 
Random Walks

• Random walk (RW): paradigm of diffusive processes,  on 
empirical time-varying networks (SocioPatterns)	


• Introduction of randomizing strategies: null models to check 
different properties of the substrate	


• Importance of temporal correlation in consecutive interactions: 
the burstiness of human activity

Phys. Rev. E 85 056115 (2012)

How does the network time scale affect a 
dynamical process taking place on its top? 

How do the two time scales interplay?



• A walker present at node i at time t hops to a 
randomly chosen neighbor	


• If the node i is isolated, the walker remains at node i 	

• In any case, time is increased 

Random Walk: Time Scales

The RW present at node i at time t hops to a randomly
chosen neighbor.

If the node i is isolated at time t, the RW remains at node i .

In any case, time is increased t � t + 1.

Dynamical networks time scale t � pt

RW is expected to move on average once every 1
p time steps, being

p probability that a node is not isolated.
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RW on Temporal Networks: 
Rescaling Time



SRep   - Sequence replication: the sequence is repeated periodically.	

SRand - Sequence randomization: the time order of the sequence is reshuffled.	

SStat  - Statistically extended sequence:  the sequence is generated by choosing  

 randomly at each time step n̅ conversations.

Synthetic Extensions of Data
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Synthetic Extensions of Data

SRep Periodically repeated sequence: it preserves all of the
statistical properties of the empirical data.

SRan Time ordering randomization sequence: preserves on average
all the characteristics of the projected weighted network, but
it destroys the temporal correlations (Poisson distributions for
P(�t) and Pi (�)).

SStat Statistically extended sequence, generated by choosing
randomly n conversations at each time step t: it preserves
P(w) and P(�t), not Pi (�).

Extension P(w) P(�t) Pi (�)
SRep X X X
SRan X 7 7
SStat X X 7
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Which properties of the original data are preserved? 
• P(ω): weight distribution of the aggregated network	

• Pi(τ):  inter-contact gap times of a single individual i	

• P(Δt): contact duration distribution

SRep   - Sequence replication: the sequence is repeated periodically.	

SRand - Sequence randomization: the time order of the sequence is reshuffled.	

SStat  - Statistically extended sequence:  the sequence is generated by choosing  

 randomly at each time step n̅ conversations.

Synthetic Extensions of Data



• Coverage C(t):  Number of different individuals visited by the walker at time t

• Reaching Probability Pr(i): 	

   Probability that an individual i is reached by the RW in the finite sequence

• Mean First Passage Time (MFPT) τ i of a node i: 	

   Average time taken by the RW to arrive for the first time at i

Network Searching Efficiency



Characterizing Network Searching E�ciency

coverage C (t): number of di�erent vertices visited by the RW
at time t,
mean first passage time (MFPT) �i of a node i : average time
taken by the RW to arrive for the first time at i ,
probability that a given element is discovered by the RW,
Pr (i).

For a weighted network, at mean field level (MF):

C (t)/N ⇥ 1� (1 + t/N)�1

�i = ⇤s⌅N/si

Pr (i) ⇥ 1� exp (�pTsi/N⇤s⌅)

MF equations apply for the SRan extension!

The SRan extension destroys temporal correlation between
consecutive contacts, thus a RW on the SRan extension is expected
to behave as in the corresponding weighted projected network
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• Coverage C(t):  Number of different individuals visited by the walker at time t

• Reaching Probability Pr(i): 	

   Probability that an individual i is reached by the RW in the finite sequence

• Mean First Passage Time (MFPT) τ i of a node i: 	

   Average time taken by the RW to arrive for the first time at i

Network Searching Efficiency
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• The SRan case is well fitted by MF prediction, SStat shows a close behavior	

• The SRep is considerably slower than the others
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Numerical Simulations: Coverage & MFPT



10
-4

10
-2

10
0

10
2

10
-4

10
-2

10
0

C
(t

)/
N

SRep
SRan
SStat
th. pred.

10
-4

10
-2

10
0

10
2

10
410

-4

10
-3

10
-2

10
-1

10
0

10
-4

10
-2

10
0

10
2

10
4

pt/N

10
-4

10
-3

10
-2

10
-1

10
0

10
-4

10
-2

10
0

10
210

-4

10
-3

10
-2

10
-1

10
0

25c3 eswc

ht school

• The SRan case is well fitted by MF prediction, SStat shows a close behavior	
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Synthetic Extensions of Data

SRep Periodically repeated sequence: it preserves all of the
statistical properties of the empirical data.

SRan Time ordering randomization sequence: preserves on average
all the characteristics of the projected weighted network, but
it destroys the temporal correlations (Poisson distributions for
P(�t) and Pi (�)).

SStat Statistically extended sequence, generated by choosing
randomly n conversations at each time step t: it preserves
P(w) and P(�t), not Pi (�).

Extension P(w) P(�t) Pi (�)
SRep X X X
SRan X 7 7
SStat X X 7
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Temporal correlations between 
consecutive conversations slow 
down the RW exploration!

Numerical Simulations: Coverage & MFPT
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RW on Empirical Networks: Slow but Universal Behavior?
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Exponent � ⇤ 0.75, di�erent form �MF = 1

Searching process in the empirical, correlated, network is slower!
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with exponent

Slow but universal behavior?
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Searching Process on Finite Contact Sequence

Which is the probability that the RW reaches a target?
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Set of sources of almost every node has size N,but Pr (i) ⇥ 1.
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MFPT of different datasets collapse on

RW on Empirical Networks: Slow but Universal Behavior?
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with exponent smaller Pr(i) for nodes with high si 

Slow but universal behavior?
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with exponent smaller Pr(i) for nodes with high si 

Slow but universal behavior?



Diffusive Processes on Dynamical Networks: 
Epidemic spreading

J. Theor. Biol. 337, 89-100 (2013)

• A very simple SI model of epidemic diffusion, realised on 
empirical time-varying networks (SocioPatterns)	


• Evaluation of different immunisation strategies, 
contrasted with benchmark protocols	


• The set of individuals to immunise is determined through 
preliminary measurements in a training window ∆T

How to implement a real-time vaccination 
for an epidemic spreading in a ongoing 

social event? 



Why this dynamical perspective is important?

A B C

Aggregate (weighted) network
Here the disease can spread 
from A to B and from B to C

But contacts are not 
simultaneously…



Why this dynamical perspective is important?

A B C

A B C

A B Ct1

t2T
im

e
        Time-varying network

Aggregate (weighted) network
Here the disease can spread 
from A to B and from B to C

But contacts are not 
simultaneously…

If t1 < t2 then                    
C cannot be infected!
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Figure 2: Rank plot of the infection delay ratio �i for various datasets.

V = {i1, . . . , in}, with n < N. We measure the spreading slow-
ing down obtained when immunizing the setV through the in-
fection delay ratio

�V =

*TVj � T j

T j

+

j�V
, (2)

where TVj is the half-infection times of node j when all the
nodes of set V are immunized, and the average is performed
over all possible seeds j � V and di⇥erent starting times for the
SI process.

In addition to slowing down the propagation process, the im-
munization of certain individuals can also block the spreading
paths towards other, non-immunized, individuals, limiting in
this way the final number of infected individuals. We measure
this e⇥ect through the average outbreak size ratio

iV = �
* IVj � I j

I j

+

j�V
, (3)

where IVj and I j are the number of infected individuals (out-
break size) for an SI process with seed j, with and without im-
munization of the set V, respectively. The ratio is averaged
over all possible seeds j � V and over di⇥erent starting times
of the SI process.

4. Immunization strategies

An immunization strategy is defined by the choice of the set
V of nodes to be immunized. We define here di⇥erent strate-
gies, and we compare their e⇤ciencies in section 5 by mea-
suring �V and iV. More precisely, for each contact sequence of
duration T we consider an initial temporal window [0,�T ] over
which various properties of nodes can be measured. A fraction
f of the nodes, chosen according to di⇥erent possible rules, is
then selected and immunized (it forms the set V). Finally, �V
and iV are computed by simulating the SI process with and
without immunization and averaging over starting seeds and
times. For each selection rule, the two relevant parameters are

f and �T . Larger fractions f are naturally expected to lead to
larger �V and iV. Here we also consider the e⇥ect of �T , where
a larger �T corresponds to a larger amount of information on
the contact sequence. We investigate whether and how more in-
formation about the contact sequence yields a higher e⇤ciency
of the immunization strategy.

We consider the following strategies (or ”protocols”):

K Degree protocol. We immunize the f N individuals with
the highest aggregated degree in [0,�T ] (Pastor-Satorras
and Vespignani, 2002); the aggregated degree of an indi-
vidual i corresponds to the number of di⇥erent other indi-
viduals with whom i has been in contact during [0,�T ];

BC Betwennness centrality protocol. We immunize the f N
individuals with the highest betweenness centrality mea-
sured on the aggregated network in [0,�T ] (Holme et al.,
2002);

A Acquaintance protocol. We choose randomly an individ-
ual and immunize one of his contacts in [0,�T ], repeating
the process until f N individuals are immunized (Cohen
et al., 2003);

W Weight protocol. We choose randomly an individual and
immunize his most frequent contact in [0,�T ], repeating
for various elements until f N individuals are immunized
(Lee et al., 2012);

R Recent protocol. We choose randomly an individual and
immunize his last contact in [0,�T ], repeating for various
elements until f N individuals are immunized (Lee et al.,
2012).

As a benchmark, we also consider the following two strate-
gies:

Rn Random protocol. We immunize f N individuals chosen
randomly among all nodes;

T �-protocol. We immunize the first f N individuals with the
highest �i, with �i calculated according to Eq. (1) in the
interval [0,�T ].

The Rn strategy uses no information about the contact sequence
and we use it as a worst case performance baseline. The T strat-
egy makes use, through the quantity �i, of the entire informa-
tion about the contact sequence as well as complete information
about the average e⇥ect of node immunization on SI processes
taking place over the contact sequence. It could thus be ex-
pected to yield the best performance among all strategies.

The A, W, R and Rn strategies involve a random choice of
individuals. In each of these cases, we average the results over
102 independent runs (each run corresponding to an indepen-
dent choice of the individuals to immunize).

5. Numerical results

We first study the role of the temporal window �T on the
e⇤ciency of the various immunization strategies. To this aim,

4

Consider a set of individuals        :V

Measuring immunisation efficiency

2. Empirical contact sequences

We consider temporal networks describing the face-to-
face close proximity of individuals in di↵erent contexts,
collected by the SocioPatterns collaboration. We refer to
http://www.sociopatterns.org and (Cattuto et al., 2010)
for details on the data collection strategy, which is based on
wearable sensors worn by individuals. The datasets give ac-
cess, for each pair of participating individuals, to the list of
time intervals in which they were in face-to-face close prox-
imity (⇡ 1 � 2m), with a temporal resolution of 20 seconds.

In this paper, we use temporal social networks measured in
several di↵erent social contexts: the 2010 European Seman-
tic Web Conference (“eswc”), a geriatric ward of a hospital in
Lyon (“hosp”), the 2009 ACM Hypertext conference (“ht”), and
the 2009 congress of the Société Francaise d’Hygiène Hospi-
talière (“sfhh”). These data correspond therefore to the fast dy-
namics of human contacts over the scale of a few days. More
detailed descriptions of these contexts and several analyses of
these datasets can be found in (Cattuto et al., 2010; Van den
Broeck et al., 2010; Isella et al., 2011; Stehlé et al., 2011b;
Panisson et al., 2012). We summarize in Table 1 some prop-
erties of the considered datasets.

3. Epidemic models and numerical methods

We simulate numerically the susceptible-infected (SI)
spreading dynamics on the above describe datasets of human
face-to-face proximity. The process is initiated by a single in-
fected individual (“seed”). At each time step, each infected in-
dividual i infects with probability � the susceptible individuals
j with whom i is in contact during that time step. The process
stops either when all nodes are infected or at the end of the
temporal sequence of contacts.

Di↵erent individuals have di↵erent contact patterns and a

priori contribute di↵erently to the spreading process. In or-
der to quantify the spreading e�ciency of a given node i, we
proceed as follows: We consider i as the seed of the SI pro-
cess, all other nodes being susceptible. We measure the half
prevalence time, i.e., the time t

i

needed to reach a fraction of
infected nodes equal to 50% of the population. Since not all
nodes appear simultaneously at t = 0 of the contact sequence,
we define the half-infection time of seed node i as T

i

= t

i

� t0,i,

Dataset N T hki hsi f̄

eswc 173 4703 50 370 6.8
ht 113 5093 39 366 4.1

hosp 84 20338 30 1145 2.4
sfhh 416 3834 54 502 27.2

Table 1: Some properties of the SocioPatterns datasets under consideration:
number N of di↵erent individuals engaged in interactions; total duration T of
the contact sequence, measured in intervals of length �t = 20 sec.; average
degree hki (number of di↵erent contacts) and average strength hsi (total time
spent in face-to-face interactions) of the network of contacts aggregated over
the whole sequence; average number of interactions f̄ at each time step.
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Figure 1: Rank plot of the half-infection times T

i

divided by the contact se-
quence duration T for the various datasets.

where t0,i is the time at which node i first appears in the con-
tact sequence. The half-infection time T

i

can thus be seen as
a measure of the spreading power of node i: smaller T

i

values
correspond to more e�cient spreading patterns.

We first focus on the deterministic case � = 1 (the e↵ects
of stochasticity, as given by � < 1, are explored in Sec. 7).
Figure 1 shows the rank plot of the rescaled half-infection times
T

i

/T for various datasets, where T is the duration of the contact
sequence. We note that T

i

is quite heterogeneous, ranging from
T

i

< 5%T up to T

i

' 20%T

1.
Some nodes are therefore much more e�cient spreaders than

others. This implies that the immunization of di↵erent nodes
could have very di↵erent impacts on the spreading process. To
estimate this impact, we define for each node i the infection
delay ratio ⌧

i

as

⌧
i

=

*
T

i

j

� T

j

T

j

+

j,i

, (1)

where T

i

j

is the half-infection time obtained when node j is the
seed of the spreading process and node i is immunized, and the
ratio is averaged over all possible seeds j , i and over di↵erent
starting times for the SI process (as the half-infection time is
typically much smaller than the total duration of the contact
sequence, T

j

' 0.1T ) 2. The infection delay ratio ⌧
i

quantifies
therefore the average impact that the immunization of node i

has on SI processes unfolding over the temporal network.
Figure 2 displays a rank plot of ⌧

i

for various datasets. As
expected, the immunization of a single node does most often
lead to a limited delay of the spreading dynamics. Interestingly
however, ⌧

i

is broadly distributed and large values are also ob-
served.

The infection delay ratio of a single node i, ⌧
i

, can be gen-
eralized to the case of the immunization of any set of nodes

1We note that defining T

i

as the time needed to reach a di↵erent fraction of
the population, such as e.g. 25%, leads to a similar heterogeneity.

2Note that in some cases, node i is not present during the time window in
which the SI process is simulated; in this case, T

i

j

= T

j

.

3

Infection delay ratio: estimate the impact of immunise 
element i in slowing down the spreading diffusion

      and       are the time needed to infect 
half population for an SI process with seed j, 
with and without immunisation of i 

2. Empirical contact sequences

We consider temporal networks describing the face-to-
face close proximity of individuals in di↵erent contexts,
collected by the SocioPatterns collaboration. We refer to
http://www.sociopatterns.org and (Cattuto et al., 2010)
for details on the data collection strategy, which is based on
wearable sensors worn by individuals. The datasets give ac-
cess, for each pair of participating individuals, to the list of
time intervals in which they were in face-to-face close prox-
imity (⇡ 1 � 2m), with a temporal resolution of 20 seconds.

In this paper, we use temporal social networks measured in
several di↵erent social contexts: the 2010 European Seman-
tic Web Conference (“eswc”), a geriatric ward of a hospital in
Lyon (“hosp”), the 2009 ACM Hypertext conference (“ht”), and
the 2009 congress of the Société Francaise d’Hygiène Hospi-
talière (“sfhh”). These data correspond therefore to the fast dy-
namics of human contacts over the scale of a few days. More
detailed descriptions of these contexts and several analyses of
these datasets can be found in (Cattuto et al., 2010; Van den
Broeck et al., 2010; Isella et al., 2011; Stehlé et al., 2011b;
Panisson et al., 2012). We summarize in Table 1 some prop-
erties of the considered datasets.

3. Epidemic models and numerical methods

We simulate numerically the susceptible-infected (SI)
spreading dynamics on the above describe datasets of human
face-to-face proximity. The process is initiated by a single in-
fected individual (“seed”). At each time step, each infected in-
dividual i infects with probability � the susceptible individuals
j with whom i is in contact during that time step. The process
stops either when all nodes are infected or at the end of the
temporal sequence of contacts.

Di↵erent individuals have di↵erent contact patterns and a

priori contribute di↵erently to the spreading process. In or-
der to quantify the spreading e�ciency of a given node i, we
proceed as follows: We consider i as the seed of the SI pro-
cess, all other nodes being susceptible. We measure the half
prevalence time, i.e., the time t

i

needed to reach a fraction of
infected nodes equal to 50% of the population. Since not all
nodes appear simultaneously at t = 0 of the contact sequence,
we define the half-infection time of seed node i as T

i

= t

i

� t0,i,

Dataset N T hki hsi f̄

eswc 173 4703 50 370 6.8
ht 113 5093 39 366 4.1

hosp 84 20338 30 1145 2.4
sfhh 416 3834 54 502 27.2

Table 1: Some properties of the SocioPatterns datasets under consideration:
number N of di↵erent individuals engaged in interactions; total duration T of
the contact sequence, measured in intervals of length �t = 20 sec.; average
degree hki (number of di↵erent contacts) and average strength hsi (total time
spent in face-to-face interactions) of the network of contacts aggregated over
the whole sequence; average number of interactions f̄ at each time step.
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Figure 1: Rank plot of the half-infection times T

i

divided by the contact se-
quence duration T for the various datasets.

where t0,i is the time at which node i first appears in the con-
tact sequence. The half-infection time T

i

can thus be seen as
a measure of the spreading power of node i: smaller T

i

values
correspond to more e�cient spreading patterns.

We first focus on the deterministic case � = 1 (the e↵ects
of stochasticity, as given by � < 1, are explored in Sec. 7).
Figure 1 shows the rank plot of the rescaled half-infection times
T

i

/T for various datasets, where T is the duration of the contact
sequence. We note that T

i

is quite heterogeneous, ranging from
T

i

< 5%T up to T

i

' 20%T

1.
Some nodes are therefore much more e�cient spreaders than

others. This implies that the immunization of di↵erent nodes
could have very di↵erent impacts on the spreading process. To
estimate this impact, we define for each node i the infection
delay ratio ⌧

i

as

⌧
i

=

*
T

i

j

� T

j

T

j

+

j,i

, (1)

where T

i

j

is the half-infection time obtained when node j is the
seed of the spreading process and node i is immunized, and the
ratio is averaged over all possible seeds j , i and over di↵erent
starting times for the SI process (as the half-infection time is
typically much smaller than the total duration of the contact
sequence, T

j

' 0.1T ) 2. The infection delay ratio ⌧
i

quantifies
therefore the average impact that the immunization of node i

has on SI processes unfolding over the temporal network.
Figure 2 displays a rank plot of ⌧

i

for various datasets. As
expected, the immunization of a single node does most often
lead to a limited delay of the spreading dynamics. Interestingly
however, ⌧

i

is broadly distributed and large values are also ob-
served.

The infection delay ratio of a single node i, ⌧
i

, can be gen-
eralized to the case of the immunization of any set of nodes

1We note that defining T

i

as the time needed to reach a di↵erent fraction of
the population, such as e.g. 25%, leads to a similar heterogeneity.

2Note that in some cases, node i is not present during the time window in
which the SI process is simulated; in this case, T

i

j

= T

j

.
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for details on the data collection strategy, which is based on
wearable sensors worn by individuals. The datasets give ac-
cess, for each pair of participating individuals, to the list of
time intervals in which they were in face-to-face close prox-
imity (⇡ 1 � 2m), with a temporal resolution of 20 seconds.

In this paper, we use temporal social networks measured in
several di↵erent social contexts: the 2010 European Seman-
tic Web Conference (“eswc”), a geriatric ward of a hospital in
Lyon (“hosp”), the 2009 ACM Hypertext conference (“ht”), and
the 2009 congress of the Société Francaise d’Hygiène Hospi-
talière (“sfhh”). These data correspond therefore to the fast dy-
namics of human contacts over the scale of a few days. More
detailed descriptions of these contexts and several analyses of
these datasets can be found in (Cattuto et al., 2010; Van den
Broeck et al., 2010; Isella et al., 2011; Stehlé et al., 2011b;
Panisson et al., 2012). We summarize in Table 1 some prop-
erties of the considered datasets.

3. Epidemic models and numerical methods

We simulate numerically the susceptible-infected (SI)
spreading dynamics on the above describe datasets of human
face-to-face proximity. The process is initiated by a single in-
fected individual (“seed”). At each time step, each infected in-
dividual i infects with probability � the susceptible individuals
j with whom i is in contact during that time step. The process
stops either when all nodes are infected or at the end of the
temporal sequence of contacts.

Di↵erent individuals have di↵erent contact patterns and a

priori contribute di↵erently to the spreading process. In or-
der to quantify the spreading e�ciency of a given node i, we
proceed as follows: We consider i as the seed of the SI pro-
cess, all other nodes being susceptible. We measure the half
prevalence time, i.e., the time t

i

needed to reach a fraction of
infected nodes equal to 50% of the population. Since not all
nodes appear simultaneously at t = 0 of the contact sequence,
we define the half-infection time of seed node i as T

i

= t

i

� t0,i,

Dataset N T hki hsi f̄

eswc 173 4703 50 370 6.8
ht 113 5093 39 366 4.1

hosp 84 20338 30 1145 2.4
sfhh 416 3834 54 502 27.2

Table 1: Some properties of the SocioPatterns datasets under consideration:
number N of di↵erent individuals engaged in interactions; total duration T of
the contact sequence, measured in intervals of length �t = 20 sec.; average
degree hki (number of di↵erent contacts) and average strength hsi (total time
spent in face-to-face interactions) of the network of contacts aggregated over
the whole sequence; average number of interactions f̄ at each time step.
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where t0,i is the time at which node i first appears in the con-
tact sequence. The half-infection time T

i

can thus be seen as
a measure of the spreading power of node i: smaller T

i

values
correspond to more e�cient spreading patterns.

We first focus on the deterministic case � = 1 (the e↵ects
of stochasticity, as given by � < 1, are explored in Sec. 7).
Figure 1 shows the rank plot of the rescaled half-infection times
T
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/T for various datasets, where T is the duration of the contact
sequence. We note that T
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is quite heterogeneous, ranging from
T
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< 5%T up to T
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' 20%T

1.
Some nodes are therefore much more e�cient spreaders than

others. This implies that the immunization of di↵erent nodes
could have very di↵erent impacts on the spreading process. To
estimate this impact, we define for each node i the infection
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as
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where T
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is the half-infection time obtained when node j is the
seed of the spreading process and node i is immunized, and the
ratio is averaged over all possible seeds j , i and over di↵erent
starting times for the SI process (as the half-infection time is
typically much smaller than the total duration of the contact
sequence, T

j

' 0.1T ) 2. The infection delay ratio ⌧
i

quantifies
therefore the average impact that the immunization of node i

has on SI processes unfolding over the temporal network.
Figure 2 displays a rank plot of ⌧

i

for various datasets. As
expected, the immunization of a single node does most often
lead to a limited delay of the spreading dynamics. Interestingly
however, ⌧

i

is broadly distributed and large values are also ob-
served.

The infection delay ratio of a single node i, ⌧
i

, can be gen-
eralized to the case of the immunization of any set of nodes

1We note that defining T

i

as the time needed to reach a di↵erent fraction of
the population, such as e.g. 25%, leads to a similar heterogeneity.

2Note that in some cases, node i is not present during the time window in
which the SI process is simulated; in this case, T
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Half infection time Average outbreak ratio

IVj Ij      and       are the fraction of infected 
individuals for an SI process with seed j, 
with and without immunisation of i 



⌧i

Vaccination protocols:  

– Degree (K): individuals with highest aggregated degree [deterministic]	


– Bet. Centr. (BC):  individuals with the highest betweenness centrality [deterministic]	


– Acquaintance (A): one random contact of randomly chosen individuals [stochastic]	


– Weight (W): most frequent contact of randomly chosen individuals [stochastic]	


– Recent (R):  last contact of randomly chosen individuals [stochastic]

Benchmarks:	


– Optimal (T):  individuals with the highest infection delay ratio	


– Random (Rn):  randomly chosen individuals.

Which is the optimal 
immunisation strategy?



How to determine the individuals to immunise?

*

+

,

-

/

.

$(0(

!$#

!

How much information do we need?
Training window: 

gathering information 
about the individuals 
(degree, BC, etc…)

∆T

• First we select the individuals by exploring the training window	

• Then we run SI model over the whole contact sequence



• The simplest degree strategy obtain the best results in 
slowing down the epidemic diffusion	


• A limited knowledge of the contact sequence, ∆T≃0.2−0.3, is 
sufficient to estimate which nodes have to be immunised.
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Figure 3: Infection delay ratio �V as a function of the training window �T for
di⇥erent immunization protocols, for various datasets. The fraction of immu-
nized individuals is f = 0.05.

we consider two values of the fraction of immunized individ-
uals, f = 0.05 and f = 0.2, and compute the infection delay
ratio � as a function of �T for each immunization protocol, and
for each dataset. The results, displayed in Figs. 3 and 4, show
that an increase in the amount of information available, as mea-
sured by an increase in �T , does not necessarily translate into
an larger e⇤ciency of the immunization, as quantified by the
delay of the epidemic process. The A, W and R protocols have
in all cases lower e⇤ciencies that remain almost independent
on �T . Moreover, and in contrast with the results of Lee et al.
(2012) on a di⇥erent dataset, W and R do not perform better
than A. On the other hand, the immunization e⇤ciency of the
K, BC and T protocols increases at small �T and reaches larger
values for all the datasets. As expected, the Rn protocol, which
does not use any information, fares the worst. For f = 0.05, all
protocols yield an infection delay ratio that is largely indepen-
dent from �T for large enough training windows �T & 0.2T .
For f = 0.2, the increase of � is more gradual but tends to satu-
rate for �T & 0.4T as well. In all cases, a limited knowledge of
the contact time series is therefore su⇤cient to estimate which
nodes have to be immunized in order to delay the spreading dy-
namics, especially for small f , i.e., in case of limited resources.
Interestingly, in some cases, the K and BC protocols lead to
a larger delay of the spread than the T protocol, despite the
fact that the latter is designed to explicitly identify the nodes
which yield the maximal (individual) infection delay ratio. This
could be ascribed to correlations between the activity patterns
of nodes, leading to a non-linear dependence on f of the immu-
nization e⇤ciency (in particular, the list of nodes to immunize
is built using the list of degrees, betweenness centralities, and �i
values computed on the original network, without recomputing
the rankings each time a node is removed).

Figure 5 reports the outbreak ratio iV as a function of the tem-
poral window �T for di⇥erent vaccination protocols. Results
similar to the case of the infection delay ratio are recovered:
the reduction in outbreak size, as quantified by the average out-
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Figure 4: Infection delay ratio �V as a function of the training window �T for
di⇥erent immunization protocols, for various datasets. The fraction of immu-
nized individuals is f = 0.2.
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Figure 5: Average outbreak ratio iV as a function of the temporal window �T
for di⇥erent vaccination protocols, for various datasets. Here the fraction of
immunized nodes is f = 0.05.

break size ratio defined in Eq. (3), reaches larger values for the
degree, betweenness centrality and T protocols than for the A,
W and R protocols.

We finally investigate the robustness of our results when the
fraction of immunized individuals varies. To this aim, we use
a fixed length �T = 0.4T for the training window and we plot
the infection delay ratio �V and the average outbreak size ra-
tio iV as a function of f , respectively, in Figs. 6 and 7. The
results show that the ranking of the strategies given by these
two quantities is indeed robust with respect to variations in the
fraction of immunized individuals. In particular, the K and BC
protocols perform much better than the W and R protocols for
at least one of the e⇤ciency indicators.
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Figure 3: Infection delay ratio �V as a function of the training window �T for
di⇥erent immunization protocols, for various datasets. The fraction of immu-
nized individuals is f = 0.05.

we consider two values of the fraction of immunized individ-
uals, f = 0.05 and f = 0.2, and compute the infection delay
ratio � as a function of �T for each immunization protocol, and
for each dataset. The results, displayed in Figs. 3 and 4, show
that an increase in the amount of information available, as mea-
sured by an increase in �T , does not necessarily translate into
an larger e⇤ciency of the immunization, as quantified by the
delay of the epidemic process. The A, W and R protocols have
in all cases lower e⇤ciencies that remain almost independent
on �T . Moreover, and in contrast with the results of Lee et al.
(2012) on a di⇥erent dataset, W and R do not perform better
than A. On the other hand, the immunization e⇤ciency of the
K, BC and T protocols increases at small �T and reaches larger
values for all the datasets. As expected, the Rn protocol, which
does not use any information, fares the worst. For f = 0.05, all
protocols yield an infection delay ratio that is largely indepen-
dent from �T for large enough training windows �T & 0.2T .
For f = 0.2, the increase of � is more gradual but tends to satu-
rate for �T & 0.4T as well. In all cases, a limited knowledge of
the contact time series is therefore su⇤cient to estimate which
nodes have to be immunized in order to delay the spreading dy-
namics, especially for small f , i.e., in case of limited resources.
Interestingly, in some cases, the K and BC protocols lead to
a larger delay of the spread than the T protocol, despite the
fact that the latter is designed to explicitly identify the nodes
which yield the maximal (individual) infection delay ratio. This
could be ascribed to correlations between the activity patterns
of nodes, leading to a non-linear dependence on f of the immu-
nization e⇤ciency (in particular, the list of nodes to immunize
is built using the list of degrees, betweenness centralities, and �i
values computed on the original network, without recomputing
the rankings each time a node is removed).

Figure 5 reports the outbreak ratio iV as a function of the tem-
poral window �T for di⇥erent vaccination protocols. Results
similar to the case of the infection delay ratio are recovered:
the reduction in outbreak size, as quantified by the average out-
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Figure 4: Infection delay ratio �V as a function of the training window �T for
di⇥erent immunization protocols, for various datasets. The fraction of immu-
nized individuals is f = 0.2.
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Figure 5: Average outbreak ratio iV as a function of the temporal window �T
for di⇥erent vaccination protocols, for various datasets. Here the fraction of
immunized nodes is f = 0.05.

break size ratio defined in Eq. (3), reaches larger values for the
degree, betweenness centrality and T protocols than for the A,
W and R protocols.

We finally investigate the robustness of our results when the
fraction of immunized individuals varies. To this aim, we use
a fixed length �T = 0.4T for the training window and we plot
the infection delay ratio �V and the average outbreak size ra-
tio iV as a function of f , respectively, in Figs. 6 and 7. The
results show that the ranking of the strategies given by these
two quantities is indeed robust with respect to variations in the
fraction of immunized individuals. In particular, the K and BC
protocols perform much better than the W and R protocols for
at least one of the e⇤ciency indicators.
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Figure 3: Infection delay ratio �V as a function of the training window �T for
di⇥erent immunization protocols, for various datasets. The fraction of immu-
nized individuals is f = 0.05.

we consider two values of the fraction of immunized individ-
uals, f = 0.05 and f = 0.2, and compute the infection delay
ratio � as a function of �T for each immunization protocol, and
for each dataset. The results, displayed in Figs. 3 and 4, show
that an increase in the amount of information available, as mea-
sured by an increase in �T , does not necessarily translate into
an larger e⇤ciency of the immunization, as quantified by the
delay of the epidemic process. The A, W and R protocols have
in all cases lower e⇤ciencies that remain almost independent
on �T . Moreover, and in contrast with the results of Lee et al.
(2012) on a di⇥erent dataset, W and R do not perform better
than A. On the other hand, the immunization e⇤ciency of the
K, BC and T protocols increases at small �T and reaches larger
values for all the datasets. As expected, the Rn protocol, which
does not use any information, fares the worst. For f = 0.05, all
protocols yield an infection delay ratio that is largely indepen-
dent from �T for large enough training windows �T & 0.2T .
For f = 0.2, the increase of � is more gradual but tends to satu-
rate for �T & 0.4T as well. In all cases, a limited knowledge of
the contact time series is therefore su⇤cient to estimate which
nodes have to be immunized in order to delay the spreading dy-
namics, especially for small f , i.e., in case of limited resources.
Interestingly, in some cases, the K and BC protocols lead to
a larger delay of the spread than the T protocol, despite the
fact that the latter is designed to explicitly identify the nodes
which yield the maximal (individual) infection delay ratio. This
could be ascribed to correlations between the activity patterns
of nodes, leading to a non-linear dependence on f of the immu-
nization e⇤ciency (in particular, the list of nodes to immunize
is built using the list of degrees, betweenness centralities, and �i
values computed on the original network, without recomputing
the rankings each time a node is removed).

Figure 5 reports the outbreak ratio iV as a function of the tem-
poral window �T for di⇥erent vaccination protocols. Results
similar to the case of the infection delay ratio are recovered:
the reduction in outbreak size, as quantified by the average out-
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Figure 4: Infection delay ratio �V as a function of the training window �T for
di⇥erent immunization protocols, for various datasets. The fraction of immu-
nized individuals is f = 0.2.
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Figure 5: Average outbreak ratio iV as a function of the temporal window �T
for di⇥erent vaccination protocols, for various datasets. Here the fraction of
immunized nodes is f = 0.05.

break size ratio defined in Eq. (3), reaches larger values for the
degree, betweenness centrality and T protocols than for the A,
W and R protocols.

We finally investigate the robustness of our results when the
fraction of immunized individuals varies. To this aim, we use
a fixed length �T = 0.4T for the training window and we plot
the infection delay ratio �V and the average outbreak size ra-
tio iV as a function of f , respectively, in Figs. 6 and 7. The
results show that the ranking of the strategies given by these
two quantities is indeed robust with respect to variations in the
fraction of immunized individuals. In particular, the K and BC
protocols perform much better than the W and R protocols for
at least one of the e⇤ciency indicators.
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Training window and immunisation efficiency



What’s next?

• Can we find a proxy for the attractiveness? 	

   Spatial movements? Psychological profiles?	

   Speech power? 

• Testing attractiveness model against other 
data of human interactions (work in progress...)

• How do different layers of interactions          
(f2f, emails, calls, texts...) affect diffusion      
(i.e. gossip propagation) taking place on them? 

Dynamical processes on Multiplex Networks:

Attractiveness model of face-to-face interactions



Modeling human dynamics of face to face interactions, Phys. Rev. Lett. 110 168701 (2013)	

Random walks on temporal networks, Phys. Rev. E 85 056115 (2012)	

Immunization strategies for epidemic processes on time-varying networks, J. Theor. Biol. 337, 89-100 (2013)


